Resequencing Arabidopsis Thaliana: Case for Support
Note: This is a joint application from the Wellcome Trust Centre for Human Genetics, University of Oxford (Richard Mott, Paula Kover)  and EMBL-EBI (Ewan Birney) with a common Case for Support.

1A Previous research track record
About the applicants 

Richard Mott is Head of Bioinformatics and Statistical Genetics at the Wellcome Trust Centre for Human Genetics (WTCHG), University of Oxford. Over the past 20 years he has published in many areas of bioinformatics but for the past 5 years his research has focussed on the development and application of statistical methods and databases to dissect the genetic basis of complex traits in humans, mice and plants. He is responsible for the statistical genetics and sequencing aspects of this project, for the databases to hold genome scan data, and jointly responsible for sequence assembly. The WTCHG is one the worlds leading genetics research laboratories with a strong emphasis on the development of statistical methods. The WTCHG Genomics Core has strong expertise in genotyping and sequencing.
Dr Paula Kover is a plant geneticist in the Faculty of Life Sciences, University of Manchester. The goal of her group’s research is to understand how genetics interacts with an organism's ecology to determine the evolution of traits under natural selection. Most of her research projects use Arabidopsis thaliana and she is responsible for the design and generation of the recombinant inbred lines used in this project.  The study of evolutionary biology is a major focus for over 20 research groups in the Faculty of Life Sciences, with major activities in Ecological and Quantitative Genetics, Molecular and Microbial Evolution, and the Evolution of Development and Behaviour. 

Dr Ewan Birney is a Senior Scientist at EMBL working at the EBI and is the head of the EBI side of the Ensembl genome database. In this project he is responsible for the development of an Ensembl Arabidopsis database and jointly responsible for sequence assembly. The EBI is one of the world’s leading bioinformatics research laboratories with a very strong expertise in the development and curation of very large scale genome databases, particularly Ensembl. Dr Birney has managed complex annotation projects.  The EBI has powerful computer resources.
Previous work relating to the proposed project

The BBSRC funded Paula Kover and Richard Mott (grant BB/D016029/1) to breed and genotype a genetic reference panel of 1000 recombinant inbred lines (RIL) descended from 19 accessions of Arabidopsis thaliana. The main use of this panel, called the Heterogeneous Stock RIL (HSRIL), will be to map quantitative trait loci (QTL) affecting complex traits such as flowering time, branching, germination, etc. That project is now substantially complete, with 763 lines already bred. Genotyping using a specially selected set of1536 SNPs is scheduled to be completed in early 2008. The seeds of the lines will be deposited in the Nottingham Arabidopsis stock centre (NASC), and the genotypes and software necessary for QTL mapping in the panel will be made publicly available over the internet in 2008. Dr Birney leads the EBI component of the highly successful Ensembl genome Browser. The proposed project aims to build on these resources by resequencing the founder genomes. It will add significant value to the HSRILs as well as being of independent importance to the plant science community.

1B Statement on data sharing 

The project will resequence 17 genomes of Arabidopsis thaliana. It will generate approximately 50 Gb of raw sequence data and approximately 17000 Mb of assembled genomic DNA covering over 80% of 17 genomes of A thaliana. In addition a catalogue of several million SNPs and other variants will be annotated. These data will be of direct interest and use by the plant scientists and in particular by geneticists using the panel 1000 HSRILs to map complex traits in A thaliana. An important secondary used will be by researchers working on the evolution and population genetics of this species can compare the assembled annotated sequences from the 17 genomes to relate polymorphism rates to geographical location and gene function.

None of the data generated by this project is proprietary. All raw unassembled sequence reads and quality scores will be made publicly and freely available as compressed text files from our web sites, within three months of completion of the sequencing. 

The assembled sequences, annotated SNPs and other polymorphisms will be made publicly and freely available within three months of the completion of assembly and annotation via the Ensembl genome browser, the EnsMart database and as compressed text files from our web sites. Ensembl provides a number of intuitive web interfaces that enable the export of subsets of annotation and variation data in well-defined standard annotation formats that are easily parsed into other software. In practice, we anticipate that the first genomes to be sequenced will be assembled, annotated and released before the final genomes are sequenced.

The variation data and genome scan results will be imported into the GSCANDB database and browser for public access. The variation data will be integrated with that from other accessions of A thaliana, particularly Bur-0 from the Weigel lab, when this is publicly available. The Ensembl team will coordinate their annotations with bioinformatics groups in the Arabidopsis community, such as AtEnsembl. 

2. Description of the proposed research and its content

Introduction and Aims of the Project 

A thaliana is the current model of choice for complex trait analysis in plants [1] [2]. Currently, A. thaliana also provides the best approach to pass from QTL identification to investigation of underlying candidate genes [3].  The vast array of experimental resources now available, such as RNAi and deficiency stocks, mean it is possible to test the candidacy of genes identified by a QTL search very rapidly. 

The BBSRC funded Paula Kover and Richard Mott (grant BB/D016029/1) to breed and genotype a genetic reference panel of 1000 recombinant inbred lines (RIL) descended from 19 accessions of Arabidopsis thaliana listed in Table 1. The main use of this panel, called the Heterogeneous Stock RIL (HSRIL), will be to map quantitative trait loci (QTL) affecting complex traits such as flowering time, branching, germination, etc. The advantages of the HSRIL compared to an F2 cross are (i) the genome of each line is stable, avoiding recurrent genotyping costs, (ii) environmental conditions can be varied and controlled to test for gene x environment interactions, (iii) mapping resolution is much higher in the HSRIL compared to an F2 or a standard panel of RIL descended from two founders (there are five generations of outcrossing to mix the founders’ genomes before the lines are inbred by a further 5 generations of selfing) (iv) more QTLs will segregate between the 19 founders of the HSRIL compared to two founders in an F2 or a standard RIL.  

	Ecotype
	Country of Origin
	AIMS stock#
	NASC
	Ecotype
	Country of Origin
	AIMS stock#
	NASC

	Ler-0
	Germany 
	CS20
	NW20
	Kn-0
	Lithuania 
	CS6762
	N6762

	Ct-1
	Italy 
	CS6674
	N6674
	Po-0
	Germany 
	CS6839
	N6839

	Wil-2
	Russia 
	CS6889
	N6689
	Oy-0
	Norway 
	CS6824
	N6824

	No-0
	Germany 
	CS6805
	N6805
	Bur-0
	Ireland 
	CS6643
	N6643

	Hi-0
	Netherlands 
	CS6736
	N6736
	Sf-2
	Spain 
	CS6857
	N6857

	Wu-0
	Germany 
	CS6897
	N6897
	Zu-0
	Switzerland 
	CS6902
	N6902

	Col-0
	USA 
	CS6673
	N6673
	Ws-0
	Russia 
	CS6891
	N6891

	Rsch-4
	Russia 
	CS6850
	N6850
	Can-0
	Canary Isles
	CS6660
	N6660

	Mt-0
	Libya 
	CS1380
	N1380
	Edi-0
	Scotland 
	CS6688
	N6688

	Tsu-0
	Japan 
	CS6874
	N6874
	
	
	
	


Table 1.  The founders of the HSRILs.  Those in bold are already sequenced or being sequenced.

That project is now substantially complete, with 763 lines already bred. Genotyping using a specially selected set of1536 SNPs is scheduled to be completed in early 2008. The seeds of the lines will be deposited in the Nottingham Arabidopsis stock centre (NASC), and the genotypes and software necessary for QTL mapping in the panel will be made publicly available over the internet in 2008. Simulations indicate that the mapping resolution, for a QTL explaining 5% of the phenotypic variance, achievable using these lines will be <142kb 50% of the time and <278kb 75% of the time, with virtually 100% power to detect the QTL. 

These QTL intervals, whilst small, still contain 30-60 genes. If it were possible to refine the QTL localisation further it would reduce the number of candidate genes that are necessary to test. One way to do this is to exploit the haplotype structure of the 19 founder accessions. Conceptually, this requires a two-stage mapping procedure. First, one uses the recombination that accumulated during the construction of the HSRILs to map QTLs to a region of approximate length ~200kb. The genomes of the HSRILs are therefore unlikely to contain many recombinants within this interval, and so must one use differences between the founder genomes to refine the search, in effect performing localised association mapping on the 19 founders. The performance of the second step depends crucially on the extent of linkage disequilibrium in the founders. 

A recent study [4] of the haplotypes of 19 accessions of A. thaliana based on Perlegen arrays showed that on average, linkage disequilibrium (LD) decays within 10 kb, reaching 50% of its initial value at about 3–4 kb. The 19 accessions chosen to found our RIL panel (Table 1), four of which are in the Perlegen study, are geographically very diverse and their genetic variation encompasses most of the variation for the species as well [5].  Therefore many statistically independent allelic distribution patterns will occur across the 19 strains within 200kb; we would expect uncorrelated allelic distribution patterns every 10kb. This contrasts with that observed among inbred strains of mice where far fewer allelic distribution patterns occur and LD extends much further 


[6] ADDIN EN.CITE .

Ideally one would want to test every possible sequence variant in the QTL for association with the phenotype, and for this one needs the near-complete sequence of each of the 19 founders. The compact size of the Arabidopsis genome makes it possible to move beyond association mapping, where association with a tagging SNP is used as a surrogate for the testing the unknown nearby functional variant, to testing association with all polymorphisms including the functional variant.  New sequencing technologies have become available recently that dramatically cut the cost and time taken to generate high quality sequence data. The current leading commercial products are from Illumina/Solexa and Roche/454. A single run of a Solexa machine will produce over 40 million reads each of length 25-35 bp; Roche/454 produces longer reads but at greater cost.  The Solexa technology is currently favoured where assembly against an existing genome is feasible, as is the case here. The FDR and FPR of SNP detection using much cheaper Perlegen arrays is too high for our purposes, eg an FDR of ~10% when the number of predicted SNPs is ~200,000, corresponding to approximately  0.2% of nucleotide positions 


[7] ADDIN EN.CITE .

In this project we will use the sequences of the 19 accessions to impute the genome sequences of each recombinant inbred line, and then compile a near-complete catalogue of single nucleotide polymorphisms (SNPs). Any phenotypic data collected on the lines can then be tested for association with any imputed SNP, avoiding the need to resequence each line individually.  Because we are primarily interested in making a complete catalogue of SNPs and small indels segregating in the HSRILs, Solexa currently offer the most attractive technology in both cost and throughput. 

The HRILs, augmented with imputed SNP data, will be a complementary resource to that based on association mapping using ~1000 accessions genotyped at over 200,000 SNPs, currently under construction by M. Nordborg and colleagues. The two populations can be used to replicate each others findings and will have complementary strengths and weaknesses: for example we would expect slightly lower sequence diversity in the HSRILs (and therefore fewer QTLs) but less confounding population structure (and therefore fewer false positives) [8].

In addition to mapping QTLs, the sequence data will be important for studies of evolution and selection, and will complement and extend existing genotype data produced on other platforms, such as Perlegen arrays 


[7] ADDIN EN.CITE , and resequencing projects on other accessions [9]. The complete and systematic annotation of the polymorphisms identified in the project, in relation to annotated genes and functional elements, and freely distributed via portals such as Ensembl, will be of use to the plant community (see letter of support from Prof Jim Benyon, chairperson of GARNet). 

Statistical Methods

Imputing polymorphisms in HSRILs, and using them for QTL mapping 

We will use the variants identified in the 19 founders to impute SNPs and short indels in the HSRIL. The genome of each HSRIL is a mosaic of the 19 founders, which will be inferred from the 1536 SNPs we are genotyping in the founders and the HSRIL, by a hidden Markov model in the HAPPY package [10]. This makes a probabilistic reconstruction of a mosaic genome in terms of the founders by computing the probability PLi(s) that the accession i at locus L is descended from founder s. Here the locus L is a SNP/indel location. As the HSRIL are inbred there should be two copies of the same founder haplotype at each locus, although HAPPY can analyse heterozygotes. Let the genotype at L in founder s be gL(s). Define the indicator variable IL(s,a) = 1 if a= gL(s), 0 otherwise.  The probability that the genotype at L in HSRIL i is a is 
QLi(a) = s IL(s,a) PLi(s)

Let the phenotype of HSRIL i be yi and the expected effect on the phenotype due to genotype a at SNP L be Ta. Then the expected value of the phenotype in HSRIL i is 
E(yi) =  + a QLi(a) Ta             (A)

where  is the overall mean of the phenotype (so the Ta. represent deviations from the mean) To investigate association between the phenotype and L, we test if the Ta are non-zero via linear regression. For a diallelic SNP this is a 1df test. We compare the model (A) to the more general test of association between the phenotype and the founder haplotypes at L:

E(yi) =  + s  PLi(s) T’s            (B)

where T’s is the mean phenotypic effect due to founder s at locus L.Thus we test for the presence of a QTL at L by testing if the T’a are distinct (an 18df test). Model (A) is nested with (B) and is compared using a partial F-test. In this framework we first test for a QTL using model (B) and then test if the allelic distribution of each SNP within the QTL is consistent with the phenotype. If the fit of (A) is significantly worse than (B) there is evidence to reject the SNP L as being causative for the QTL. We are also developing a hierarchical Bayesian analysis (funded by an MRC fellowship awarded to Dr C Durrant under the supervision of RM), which will be applied to this data. 

This methodology was developed for QTL analysis in mice [10], [11], where we identified over 800 QTL affecting a broad range of phenotypes [12]. Its application to HSRILs is straightforward and the only requirement in addition to the reagents and data generated by our existing BBSRC grant is an accurate catalogue of variation in the HSRIL founders, which this project aims to provide.  The method has some similarities to Ed Buckler’s Unified Mixed-Model Method for Association Mapping for QTL mapping in maize [13].

Effects of missing data and of allele-calling errors

A fraction of the polymorphisms discovered in the founder strains will have missing data. (i) Genotypes will be missing for the 10% of the Col-0 genome that is repetitive, and where no inferences may be made (although the use of read-pairs and realignment to other sequenced accessions such as Ler-0 may reduce this fraction). (ii) Some accessions will be deleted relative to Col-0 but still can be tested in the HAPPY framework by treating null alleles as an ordinary allele (eg a SNP deleted in some accessions would tri-allelic with alleles A, B and null). (iii) Some alleles will be missing at random, where the allele for a SNP in an accession is missing because there were too few good quality base calls at that position, but which perhaps would have been accessible if a deeper coverage of reads had been used. HAPPY accommodates such missing data without problem as a special allele with equal probability of occurrence in each founder strain. We also expect a small fraction of allele calls to be incorrect, which are similarly accommodated in HAPPY by modifying the indicator variables to IL(s,a) = 1- if a= gL(s),  otherwise, where  is the estimated error rate.

Expected Performance of Resequencing using Solexa.

Simulations 

Theoretically, approximately 90% of the Col-0 genome is recoverable using 30bp reads, (we use 30bp rather than 35bp to allow for trimming lower-quality sequence from the read). The remainder of the genome contains repetitive sequence which is inaccessible using short reads, although the use of paired reads about 250bp apart may improve matters. We simulated a genome that had mutated away from Col-0 with SNPs randomly distributed with mean rate 0.5%, from which we simulated a 10 fold shotgun of 40 million 30mers with 0.5% base-calling error rate. Each read was aligned only if it had a unique best match to Col-0, and a SNPs was called when all aligned bases were concordant but different from the consensus.  We found 85.4% of reads aligned correctly, covering 93.2% of the genome, with 92.7% covered by at least two reads and 91.4% by at least 3 reads. A small fraction of 0.3% of reads was incorrectly aligned, where the SNP caused an incorrect perfect match. Of the aligned positions, 93.2% were concordant where all base-calls agree but not necessarily with the col-0 consensus, 2.8% had discordant base-calls and 4.4% were inaccessible. Within the concordant regions SNPs were predicted with false positive rate 0.32% and false negative rate 0.001%.  Within discordant regions, if only one read differs from col-0 and more than one read is the same, no SNP is predicted with false negative rate 0.006%. In theory over 90% of SNPs are predicted at high accuracy, but this figure will be the upper bound of performance achievable in practice.

Reality 

Detlef Weigel (Max Planck Institute for Developmental Biology,Tübingen) resequenced and assembled Bur-0 using Solexa, and Richard Clark, Korbinian Schneeberger and Stephan Ossowski from the Weigel group kindly summarised their results for this grant application. Their re-sequencing pipeline aligns reads to the reference Col-0 genome, allowing up to 4 mismatches or gaps per read. They developed a filter to detect ambiguous reads, which increased the yield of useful data by 60%.  Position-specific base-calling error rates were 0.5-1% for the first 20 bp of each read but increased to about 4% by base 30.  However, these errors were usually identifiable by thresholding the Illumina base quality score.  SNPs, indels, long deletions and highly polymorphic regions were then mapped relative to Col-0.  

Several problems were encountered: (i) The coverage of reads is inhomogeneous, and increases with GC content (ii) Polymorphism density is inhomogeneous, and highly polymorphic regions are hard to align but contain about 25% of SNPs, as assessed with a dideoxy data set (9) (iii) Approx. 8% of the Col-0 consensus is not covered by reads in Bur-0, presumably due to either deletions or sequencing bias, consistent with Perlegen data where at least 4% of the genome in an average accession is deleted or extremely polymorphic (7) (iv) About 10% Col-0 is highly repetitive and is inaccessible with single-end sequencing. However, paired-end sequencing for Illumina should improve matters significantly and algorithms to align these data are under development by the Weigel group.

In summary, while the theoretical performance was not attained, the results were still impressive: over 80% of the Bur-0 genome can be recovered at an FDR of 0.001%. Using  a 20-fold read coverage (three standard runs on a Solexa), over 80% of SNPs and 70% of 1 bp indels are detected at FDRs of about 1% and 3%, respectively (recall was ~ 35% for 2-3 bp indels at similar FDRs). Similar results for SNP base calling were attained using two standard runs on a Solexa machine (12-fold coverage). However, higher coverage enhanced indel detection.

Plan of Work

Resequencing 

We will resequence the 17 founder accessions of our HSRIL panel whose genomes are not sequenced or being sequenced elsewhere. They are given in Table 1 (Ler-0 differs from Ler-1 which is being sequenced at TIGR). The sequencing work will be performed at WTCHG (see letter from Dr Ioannis Ragoussis, head of WTCHG Genomics Core).

Experience of Detlef Weigel’s group using Solexa suggests 3 standard runs (or 1.5 paired-read runs) per accession will be required to gather a sufficient coverage of the non-repetitive part of the genome.  The sequencing will require 3*17=51 runs which could be completed 6 months. After base-calling, the reads will be assembled against the col-0 genome sequence and polymorphisms called using the pipelines written by the groups of Ewan Birney and Detlef Weigel (as described above). We will use published SNPs confirmed by capillary sequencing 


[14] ADDIN EN.CITE  to estimate error rates and coverage. We will annotate the genomes using the Ensembl and Weigel group pipelines and resolve any discrepancies manually. 

Genome Annotation, Display and Data Release 

We will annotate the genomes, identifying those polymorphisms lying in or near genes and other functional elements, and cataloguing polymorphisms likely to affect gene function. This work will be performed by Dr Birney’s Group at EBI, in collaboration with Detlef Weigel’s group who are developing an assembly/annotation pipeline.  At the EBI there has been a policy change to extend Ensembl across all high impact genomes, in partnership with the relevant communities in each genome. Arabidopsis is one such genome, and we will work with Atensembl from NASC [15], MSQT from the Weigel group [9] and tools developed by other groups to provide a complete infrastructure for this organism. We can leverage the already extensive effort in infrastructure developed for Human and Mouse. The Ensembl Variation schema can compactly store resequencing data of both outbred (eg Human) and inbred (eg, Mouse, Arabidopsis accessions) organisms, with around a 10 fold reduction in space compared to a naïve storage method with little impact on speed. We have already developed and deployed new views based on this including a multiple alignment view of resequenced individuals (available from the main “contigview”) and a graphical view of the variants in a gene associated with their consequences (available from the main “geneview”) [16]. We would aim to adapt these displays to the resequencing information in Arabidopsis and provide this information openly in both graphical, flat file and database formats. The raw sequencing reads, quality scores and any useful alignment information will be on our websites for unrestricted public access within 3 months of collecting all the data. Researchers will be free to use this data in conjunction with other sequence data to improve the quality of the assemblies.

QTL Mapping. 

We will provide web-based software tools for users to analyse phenotypes measured on the HSRIL. The software will search for QTLs using the HAPPY package, which is also available from [17] under the GPL.  The software will screen all imputed variants for phenotypic association using the method described above. We will configure the HAPPY QTL-mapping package to use the imputed SNP data. The statistical tests described above are already implemented. We will provide a downloadable software package written in R comprising the mapping software and appropriately formatted polymorphisms data so that groups can map QTLs affecting any trait they measure on the HSRILs. We will also provide a web service to map QTLs where users will upload their phenotype data, in a similar fashion to WebQTL [18]. Users will have the option to request their genome scans are made public via GSCANDB [19].  This is a database and web interface that stores genome scans and combines it with SNPs and public genome annotations for viewing and analysis of candidate regions. GSCANDB was originally written for mouse data and has already been ported to human data. We will make and maintain an Arabidopsis-specific version of GSCANDB which will link to ENSEMBL via a DAS server. We will encourage collaborators to publish their genome scans in the database so that they will be accessible through a common portal.
Programme of Work
The work performed on this proposal has been broken down into the following milestones 

Milestones:

1. Completion of sequencing laboratory work (Month 12)

2. Completion of reassembly of genomes (Month 14)

3. Completion of SNP calling and genome annotation and release of data in Ensembl (Month 18)
Work Plan:

This is a joint proposal between Oxford (indicated by TOX, SOX, MAN in the table below) and EBI (indicated by EBI). Some tasks are performed by both groups.

Key: TOX = Technician, WTCHG 

         SOX = Statistical Geneticist, WTCHG

         MAN = Paula Kover, Manchester

         EBI = Bioinformatician, EBI

	Months
	Personnel
	Task

	0-1
	MAN
	DNA extraction and preparation

	0-1
	TOX
	Testing of Solexa Instrument

	2-12
	TOX
	Complete 51 runs on Solexa instrument

	0-2
	SOX
	Install and test Weigel group software pipeline 

	2-4
	SOX
	Adapt GSCANDB to Arabidopsis Thaliana

	0-4
	EBI
	Preparation of ENSEMBL for Arabidopsis

	4-14
	SOX,EBI
	Reassembly of genomes relative to Col-0

	15-18
	SOX
	SNP calling and imputation of HSRIL genomes

	15-18
	EBI 
	Annotation of genomes (mapping of variants to genes), and data release via ENSEMBL

	18-24
	SOX
	QTL mapping 

	18-24
	SOX,EBI
	Write up


Relationship to the BBSRC Strategic Plan
This proposal relates closely to most of the BBSRC strategic objectives: Excellent Science; we believe the project proposed here is ground-breaking because it will permit whole genome genetic association mapping in which for the first time the functional DNA variants can be tested directly rather than tagging SNPs. The RIHS is an exemplar of integrative biology because it will be possible to measure and interrelate phenotypes, genotypes, gene expression and other functional genomic data in a large but stable population with genome annotation. The RIHS forms a substrate for performing investigations into systems biology of Arabidopsis thaliana.  Tools and Technology; the RIHS will become a powerful tool for dissecting genetic causes of complex traits, and the associated statistic genetics software and databases will be widely used. People: The proposal will train two post-docs in resequencing, plant genome genetics and gene annotation.  Knowledge Transfer: The Ensembl and GSCANDB databases will project the data produced by this project into the public domain quickly and efficiently. Partnerships: The project will strengthen the nascent partnership between the EBI and the plant sciences community. It will also strengthen links between BBSRC and EMBL and Wellcome Trust funded scientists.
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